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Abstract—Large language models (LLMs) are increasingly
deployed to serve user prompts, raising significant concerns
regarding the security and privacy of user data. Confiden-
tial computing (CC) offers a practical approach for securing
workloads within untrusted cloud environments. While CPU
technologies such as Intel TDX and AMD SEV-SNP enable
confidential virtual machines (CVMs) that isolate and attest
software execution, recent advancements in NVIDIA GPUs have
extended these security guarantees to accelerators. LLM serving
frameworks, notably vLLM and SGLang, have emerged as the
de facto infrastructure for large-scale deployment, orchestrating
complex operations including batching, scheduling, KV-cache
management, and kernel execution across heterogeneous CPU-
GPU architectures. Although CC in GPU is known to impose
overhead through encrypted CPU-GPU communication, its ac-
tual impact on these end-to-end LLM serving has not been eval-
uated in depth, considering the scheduling and optimizations in
the serving frameworks, motivating a systematic characterization
of how CC reshapes end-to-end LLM serving performance.

This paper presents a comprehensive performance study of
two popular serving frameworks, vLLM and SGLang, across
machines utilizing AMD SEV and Intel TDX. Our evaluation
demonstrates that offline throughput overhead varies notably by
framework: vLLM exhibits a 1-13% overhead across models,
whereas SGLang frequently exceeds 20 %, with a range of 3-66%.
In online scenarios, queuing delays further amplify CC penalties.
Even when large batch sizes provide sufficient throughput, the
CC overhead for end-to-end latency is often 2x larger than
CC overhead observed for offline throughput. Furthermore,
optimizations designed for standard environments do not always
yield performance gains under CC. While kernel fusion via
torch.compile improves throughput for both frameworks
in non-confidential settings, SGLang’s static-graph and max-
autotune design result in a performance degradation under CC.
Additionally, chunked prefill increases CC overhead due to the
requirement for additional encrypted communication rounds.
Similarly, KV-cache swapping can increase end-to-end latency
by as much as 50% compared to recomputation, and model
offloading incurs a throughput overhead exceeding 150% under
CC.

Index Terms—GPU, Confidential Computing, ML

I. INTRODUCTION

Large language model (LLM) inference has emerged as a
critical application of cloud GPU utilization due to the high
demand for serving interactive users. In LLM service, both the
user data and the model parameter raise privacy and security
concerns [1]-[4]. Modern Confidential Computing (CC) plat-
forms, such as Intel TDX [5] and AMD SEV-SNP [6], enable
secure attestation and isolation of a guest confidential virtual
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machine (VM). This protects the confidentiality and integrity
of the VM from external software, such as the hypervisor or
other guest VMs, and physical attackers. NVIDIA Hopper and
newer GPUs also support CC, extending the confidential VM
to include GPUs. With a confidential GPU, all management
traffic and data transfers over PCle between the CPU and GPU
are encrypted and authenticated in transit, thereby introducing
performance overhead. Concurrently, LLM serving workloads
require efficient batching, scheduling, CUDA kernel execution,
extensive memory access, and tight coordination between
CPU and GPU software stacks. Consequently, it is vital to
understand how the performance of LLM inference is im-
pacted by CC regarding both the LLM model and the serving
mechanisms. This motivates a systematic examination of how
confidential computing shapes the performance characteristics
of widely deployed LLM inference systems.

Although prior works have investigated some LLM infer-
ences workloads under GPU CC environments, the behav-
ior of end-to-end LLM serving frameworks remains poorly
understood. Confidential computing execution increases the
cost of CPU-to-GPU transfer, rendering data movement more
expensive than in conventional settings. LLM serving frame-
works such as VLLM [7], [8] and SGLang [9] introduce
scheduling mechanisms, including chunked prefill, that alter
the timing and frequency of I/O transactions. Optimization
techniques, such as torch.compile coupled with CUDA
Graphs, also reshape CPU-to-GPU communication patterns by
fusing kernels and changing kernel launch behavior. KV-cache
preemption and model offloading may further increase I/O traf-
fic because they trigger additional transfers of key—value ten-
sors and model parameters between host and device memory.
These factors interact in ways that amplify the performance
sensitivity of LLM inference to PCle bandwidth constraints
in CC mode. A comprehensive analysis of end-to-end system
behavior is therefore required to understand how confidential
computing impacts modern LLM inference engines.

This paper presents the first comprehensive empirical study
of how confidential computing affects end-to-end performance
in modern LLM serving frameworks by examining vLLM
and SGLang under compilation, scheduling, and memory
management configurations. Our experiments isolate the im-
pact of torch.compile, CUDA Graphs, chunked prefill
scheduling, KV cache preemption, and model offloading in
both confidential and non-confidential environments.



o Current CC implementation reduces PCle I/O bandwidth.
The newer system (Machine-I) achieves a higher peak
CC bandwidth of approximately 11 GB/s compared to
4 GB/s on the older system (Machine-A). However,
higher bandwidth does not always result in better
LLM serving throughput because small batch sizes
underutilize the available PCle capacity.

« Different LLM serving frameworks exhibit varying
CC overhead. While SGLang achieves higher peak
throughput in NonCC, vLLM performs better in CC at
small batch sizes by using pre-allocated buffers instead of
SGLang’s per-iteration allocation. Furthermore, schedul-
ing policy in SGLang’s Mixed Chunk reduces end-to-end
latency in NonCC by 1.90%, but in CC, it increases the
latency by 3.76% because splitting prefills triggers more
encrypted transfer rounds.

¢ Online serving suffers significantly higher CC over-
head than offline serving, ranging from 1.1x to nearly
4x larger, even when batch capacity exceeds the request
rate. This implies that the actual performance degradation
in CC can be more significant than observations from
offline experimental settings.

o Conventional optimization schemes, such as
torch.compile, KV-Cache Swapping, and model
offloading can sometimes amplify CC overhead due
to their impact on CPU-GPU communication. In our
study, kernel fusion via torch.compile in SGLang
improves throughput in NonCC yet degrades it in CC,
reaching a CC overhead of up to 41%, whereas vLLM
benefits from the same optimization. KV-cache swapping
reaches 1.7x the latency of recomputation. Finally,
model offloading incurs a 2.5-3.5x performance
degradation.

II. BACKGROUND
A. CVMs and heterogeneous CC system

Confidential Virtual Machines (CVMs) utilize hardware-
based Trusted Execution Environments (TEEs) within the CPU
to ensure confidentiality and integrity. These technologies
isolate guest software execution from the hypervisor and
facilitate attestation to verify the platform’s state prior to
VM execution. AMD SEV-SNP and Intel TDX protect guest
memory by employing per-VM encryption keys through AES-
XEX [10] and AES-XTS [5] modes, respectively. Integrity
is enforced via metadata structures such as the Reverse Map
Table (RMP) [6], [10] in SEV-SNP and the Physical-Address-
Metadata Table (PAMT) [5], [11] in TDX, which track page
ownership to prevent unauthorized memory remapping. How-
ever, these hardware protections are traditionally limited to
CPU package boundaries.

While prior research has explored integrating accelerators
into TEEs [12]-[15], recent NVIDIA GPU architectures, such
as Hopper and Blackwell, have practically extended the CC
model into the accelerator domain [16], [17]. As illustrated
in Fig. 1, this creates a heterogeneous environment where the
GPU secures its firmware via a hardware root of trust and
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Fig. 1: Architectural overview of the GPU confidential com-
puting with a bounce buffer. A PCle firewall controls com-
munication between the CPU and GPU. The private memory
of VM is encrypted by the per-VM key in the CPU. Bounce
buffer is in the shared system memory region and accessible
to the GPU.

performs a measured secure boot. Following initialization, the
GPU driver within the CVM and the GPU firmware establish
a Security Protocols and Data Models (SPDM) session to
perform mutual authentication and derive session keys using
elliptic curve Diffie-Hellman [18]. Within this framework, the
CPU portion of the CVM maintains an encrypted DRAM
region accessible only to the CPU TEE.

To establish secure communication between a CPU CVM
and a trusted device via the PCle bus, there are two pri-
mary methods. The first and currently prevalent method relies
on software-based bounce buffers. Without CPU hardware
support, for CPU-to-GPU communication, data should be
encrypted by the communication key so that the GPU can
decrypt it later, and be copied from CPU-key encrypted
DRAM region into a buffer not encrypted by CPU keys
(bounce buffer [17]) where the GPU can access via DMA.
The GPU-to-CPU communication follows a similar process.
These redundant copy operations introduce latency overhead,
rendering the CPU-GPU I/O path the dominant bottleneck
in CC. Alternatively, an emerging method utilizes hardware-
assisted Trusted I/O (e.g., SEV-TIO [19] and TDISP [20]).
This permits the GPU device to access CPU-key encrypted
memory regions directly, where the hardware will handle
the recryption with the communication key, bypassing the
need for intermediate software-based copy operations. While
this mechanism represents the future of hardware-assisted
trusted 1/0, direct encrypted DMA is not yet available in
production systems. Table I compares the implementation of
these mechanisms in NVIDIA’s Hopper [17] and the Blackwell
architectures [21].

TABLE I: Comparison of Trusted I/O and Multi-GPU support
across Hopper and Blackwell architectures.

/0 Multiple GPU
Architecture | Bounce Buffer | T I/O PPCle
Hopper Yes No Yes (NVLink unencrypted)
Blackwell Yes Yes* Yes (NVLink encrypted)

*Direct encrypted DMA is not yet available in real systems today [22].



B. Large Language Models

Large Language Models (LLMs) are deep neural networks
trained to identify linguistic patterns and generate contextually
relevant text. Modern LLM architectures predominantly rely
on the Transformer architecture [23], which utilizes a self-
attention mechanism to capture long-range dependencies and
complex relationships between tokens. In this mechanism,
input tokens are projected into Query (@), Key (K), and Value
(V) vectors to calculate relevance scores. By aggregating V'
vectors based on these scores, the model establishes direct
connections across the entire token sequence.

LLM inference typically proceeds through two sequential
stages: prefill and decode. During the prefill stage, the model
processes the entire input prompt in parallel to compute the ini-
tial K and V' vectors. Subsequently, the decode stage generates
tokens autoregressively, where each forward pass processes
only a single newly generated token. In this stage, the model
projects the new token into ), K, and V vectors, calculates
attention weights by comparing the current () against the K
vectors of all preceding tokens, and applies these weights to
the V' vectors of all preceding tokens to produce the next
output. As illustrated in Fig. 2, the primary metric for the
prefill stage is Time to First Token (TTFT). TTFT captures
the duration from the moment a request is submitted to the
LLM server until the first output token is generated from the
decoder. The performance of the decode stage is characterized
by Inter-Token Latency (ITL) and Time Per Output Token
(TPOT). While both measure token generation speed, they
differ in scope. ITL measures the time gap between two
consecutive tokens, whereas TPOT represents the average time
taken per output token throughout the entire decode phase.
TPOT is an average of ITL per query. The precise definitions
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Fig. 2: E2E latency breakdown for one request in LLM
inference using LLM serving framework, showing TTFT, ITL,
and TPOT across prefill and decode stages.

TABLE II: LLM Serving Metrics and Definitions

for each metric are detailed in Table II. To accelerate this
process, inference engines utilize a KV cache to store K
and V' vectors from previous iterations, allowing the model
to reuse computed states rather than re-evaluating the entire
sequence. End-to-end latency (E2E latency) includes the total
time elapsed from request arrival to the completion of the
decode stage. It measures the completion of the output token
as described in Table II.

LLM inference performance is typically evaluated in two
scenarios: offline and online. The offline setting assumes all
the requests are available in the beginning, and the perfor-
mance is evaluated via throughput (tokens/s). Conversely,
the online setting considers user requests coming at runtime.
To simulate realistic workloads, we employ a Poisson arrival
pattern to model user behavior where the inter-arrival times
follow an exponential arrival time distribution with mean
1/request_rate. The performance metric is the latency
metrics corresponding to different execution stages, as illus-
trated in Fig. 2 and Table II.

C. LLM Serving Framework

LLM serving frameworks orchestrate request batching and
scheduling, which determines the execution flow of concurrent
requests. As illustrated in Fig. 3, the default schedulers in
SGLang [9] and vLLM VO [24] enforce a strict separation
between prefill and decode stages. They will execute the
decode only if no prefill is available. Under the same 256-
token budget, SGLang would process the prefills of A and
B first, deferring request C to the next iteration and only
scheduling decodes once all pending prefills are complete.

Additionally, SGLang supports chunked prefill [25], which
partitions long prefill requests into smaller, fixed-size chunks.
The primary benefit of this technique is preventing com-
putationally intensive prefill operations from blocking the
decoding of other requests by interleaving chunk execution
with decode cycles. SGLang’s Chunked prefill configuration
maintains phase separation by executing decodes only after all
prefill chunks are finished, while limiting the scheduler to a
single prefill chunk per iteration. Conversely, its Mixed Chunk
mode enables stage overlap by prioritizing decode requests and
allocating the residual token budget to prefill chunks.

In contrast to SGLang’s explicit stage selection, vVLLM V1
employs a token-based scheduler that inherently facilitates
stage interleaving by prioritizing decode steps. This architec-
ture does not enforce rigid distinctions between prefill and
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batch as long as the total token budget permits, with decode
having high priority. For example, given a 256-token budget
and an input length of 128, vLLM would process the prefills
for requests A and B in the initial iteration. In the subsequent
iteration, rather than waiting for all prefills in the queue to
clear, the scheduler naturally overlaps the decoding steps of
A and B with the prefill of a new request C. This fluid
allocation allows vLLM to maintain high hardware utilization
and minimize decode stalls without the need for manual toggle
of mixed-chunk configurations.

III. ENVIRONMENTAL SETUP

Threat model: We follow the threat model of confidential
computing with the NVIDIA Hopper GPU pairing with AMD
SEV-SNP or Intel TDX. The goal is to protect sensitive data
such as model parameters and user inputs/outputs, or to disrupt
computation integrity. We trust the integrity of the SEV-SNP
and TDX hardware and firmware, the GPU’s protected HBM
region, and the NVIDIA hardware and firmware stack that is
measured during secure boot. The hypervisor, host operating
system, system firmware such as BIOS and BMC, and the
PClIe interconnect are untrusted.

System Setup: We conduct our evaluation on two machines
equipped with NVIDIA H100 GPUs with different CPU and
confidential computing architectures. Machine-A is an AMD-
based system supporting SEV-SNP with PCle Gen4, whereas
Machine-I is an Intel platform supporting TDX with PCle
Gen5. Both machines run recent Linux kernels and QEMU
versions configured to enable their respective confidential-
computing modes [16]. Table III summarizes the hardware and
software configurations. Although the GPU driver versions are
different, we confirm that the encryption libraries used by the
GPU driver for the bounce buffer on the two machines are the
same, and thus, the difference in the bandwidth would mainly
be attributed to hardware.

Measurements: Each configuration is evaluated across at
least three independent runs, with the arithmetic mean of
these iterations reported for all metrics. For latency metrics,
including E2E latency, TTFT, ITL, and TPOT, we calculate
the median for each run. We then report the average of these
medians across all three runs.

IV. EVALUATION RESULTS
A. PCle Bandwidth
We measured PCle bandwidth on two systems with different
interconnect capabilities. Because LLM serving requires bidi-

TABLE III: System Setup for Machine-A and Machine-I

Machine-A

AMD EPYC 7643 48-Core
Processor

Machine-I

Intel Xeon 6960P 72-Core
Processor

Configuration
CPU

Virtualization

AMD-V (SEV, SEV-ES, SEV-
SNP)

TD (Trust Domain)

Ubuntu 22.04.5 LTS

Ubuntu 25.04

08 &g;i’;f;;gg‘m6'5“1"}‘05“ (Linux 6.14.0-1008-intel)
Hypervisor QEMU 6.1.50 QEMU 9.2.1

GPU NVIDIA H100 PCle, 80GB HBM2e

GPU Diriver 550.144.03 [ 570.172.08
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Fig. 4: PCle bandwidth (GB/s) comparing NonCC and CC
modes on Machine-A and Machine-I. Socket O represents the
CPU directly connected to the GPU (local), while Socket 1 is
remote.

rectional data exchange between the CPU and GPU in every
iteration, the PCle link can become a bottleneck for achievable
throughput, particularly in CC environments where all PCle
traffic is encrypted.

Because bandwidth varies with packet size, we first examine
the metadata transferred during LLM serving. Both frame-
works transmit prompt token IDs to the GPU. For models
using rotary position embeddings, such as Llama [26] and
Qwen [27], the frameworks also send position IDs that scale
in volume with the batch size. SGLang represents these fields
using 64-bit integers, while vLLM uses 32-bit integers, causing
SGLang to transmit roughly twice as much token and position
information. Metadata transfers in the CPU-to-GPU (host-
to-device) direction also differ by execution phase. During
decode, SGLang sends only the slot index indicating where
new KV entries should be written, while vLLM additionally
transmits KV allocation information and cumulative token
counts. In the GPU-to-CPU (device-to-host) direction, both
frameworks return sampled token IDs using 32-bit integers.
VLLM performs this on a dedicated CUDA stream, whereas
SGLang relies on .tolist () in PyTorch. This function
forces an explicit synchronization on the default stream, block-
ing execution progress until the transfer completes. Given
these transfer patterns, the per-iteration data volume ranges
from a few kilobytes up to roughly 200 KB. To quantify
this, we measured the total size of tensors such as input IDs,
positions, and mapping tables transferred from the CPU to
the GPU. The per-iteration data volume ranges from a few
kilobytes up to approximately 200 KB when handling a prefill
batch size of 1024 with an 8192-token limit in vLLM.

Fig. 4 shows the measured PCle bandwidth obtained using
CUDA Samples [28] across transfer sizes from 1 KB to
200 KB, as well as the saturating bandwidth for larger packet
sizes. Machine-A has two sockets, and we include results for
both CPU NUMA nodes to highlight topological differences:
Socket 0, which is directly connected to the GPU (local), and
Socket 1, which is remote. The peak bandwidth reaches 4 GB/s



and 11 GB/s in CC mode. However, at practical transfer sizes
below 200 KB, the measured bandwidth is far lower than these.
For example, at approximately 200 KB, Machine-A achieves
3 GB/s in CC, retaining only 75% of its CC peak bandwidth,
while Machine-I reaches about 6 GB/s in CC, retaining only
55% of its CC peak bandwidth.
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B. Offline Serving Performance Analysis

We evaluate offline throughput for Llama-3 (3B, 8B,
FP8) [26], [29] and Qwen-2.5 models [27] using 128-token
I/O across batch sizes from 1 to 2048. CC overhead is
defined as the ratio of NonCC to CC throughput. In our
visualizations, dotted curves indicate instances where NonCC
variance exceeded 3% across repeated runs.

Across both frameworks, throughput increases as the batch
size grows and saturates in the end. CC overhead decreases at
larger batch sizes because the number of CPU-GPU commu-
nication rounds per token generation becomes smaller when
more tokens are processed in each iteration, reducing the
relative cost of encrypted transfers. For example, in Fig. 5(b),
the CC overhead for the 8B model drops from 9.78% at batch
size 1 to 3.90% at batch size 2048.

When comparing model sizes, the 3B model reaches higher
peak throughput than the 8B model because its smaller layer
dimensions and lower Floating-point Operations Per Second
(FLOPS) requirements shorten computation time. This shorter
compute phase increases the relative influence of batching
overhead, PCle I/O latency, and scheduling delays, causing
CC overhead to become more pronounced in smaller models.
In Fig. 5(b) and Fig. 6(b), the Llama 3B model exhibits CC
overheads of 11.16% at batch size 8 and 9.71% at batch size
256, whereas the 8B model shows overheads of 9.52% and
7.50%, respectively. FP8 quantization reduces computation
time by using lower-precision arithmetic during the forward
pass while leaving per-iteration data transfers unchanged. This
increases the relative share of encrypted CPU-GPU commu-
nication, amplifying CC overhead while achieving higher raw
throughput than the full-precision model. In Fig. 7(b), the
quantized 8B model shows a CC overhead of 6.30% at a batch
size of 64, compared to 3.99% for the full-precision 8B model
shown in Fig. 5(a). Qwen exhibits a performance trend similar
to Llama. This is evident when comparing the 3B models in
Fig. 6 and Fig. 9, as well as the 8B and 7B variants in Fig. 5
and Fig. 8.

Takeaway 2 Large batch sizes mitigate CC overhead by
amortizing encrypted I/O costs, whereas reduced compu-
tation in smaller or quantized models amplifies it.

The comparison between SGLang and vLLM reveals no-
table differences. SGLang consistently shows higher through-
put in NonCC and higher CC overhead. In Fig. 5 (b) and (d),
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Fig. 5: Offline serving throughput (tokens/s) and CC overhead
for Llama-3.1-8B on Machine-A and Machine-I.
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for Llama-3.2-3B on Machine-A and Machine-I.
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Fig. 7: Offline serving throughput (tokens/s) and CC overhead
for the FP8-quantized Llama-3.1-8B model on Machine-A.

vLLM serving shows up to 10% CC overhead across the
batch sizes, while SGLang has more than 30% CC overhead
until batch size 128. The primary cause is SGLang’s per-
iteration memory allocation strategy. Each scheduling step
constructs new CPU tensors and allocates new GPU memory
before transfer, incurring repeated allocation overhead that is
significantly amplified in CC environments due to encrypted
memory. In contrast, VLLM pre-allocates pinned CPU and
GPU buffer pairs during initialization, sized to the maximum
batch capacity, and reuses them each iteration via slice copies
without runtime allocation. Thus, CC overhead is highly de-
pendent on how LLM serving frameworks implement memory
handling.

This difference in memory handling directly impacts
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Fig. 9: Offline serving throughput (tokens/s) and CC overhead
for Qwen-2.5-3B on Machine-A.

throughput. At small batch sizes, where frequent I/O dom-
inates, SGLang’s per-iteration tensor and buffer allocations
trigger repeated encrypted memory operations, resulting in
significantly lower CC performance. For example, at batch size
64 on Machine-I with the 8B model, vLLM sustains 7455.43
tokens/s whereas SGLang reaches only 6657.90 tokens/s,
despite SGLang outperforming VLLM in the NonCC setting
(8195.67 vs. 8835.79 tokens/s). Profiling with NVIDIA Nsight
Systems [30] supports this analysis. In an offline run with
a batch size of 128, cudaMemcpyAsync constitutes 12.1%
of the total execution time in SGLang, compared to only
4.4% in vLLM. These results confirm that SGLang’s memory
handling increases the proportion of I/O relative to actual
computation. This difference in memory management directly
impacts throughput. As the batch size increases and the
workload becomes more compute-bound, the influence of per-
iteration allocation diminishes, allowing SGLang to eventually
surpass VLLM. At batch size 1024, SGLang achieves 17685.29
tokens/s compared to vLLM’s 17351.91 tokens/s. These results
demonstrate that CC overhead and throughput behavior are
shaped by each framework’s memory management strategy.

Takeaway 3: SGLang exhibits higher CC overhead than
vLLM because it allocates memory on every iteration,
making it slower than vLLM in CC mode, especially at
small batch sizes. However, SGLang surpasses vVLLM at
large batch sizes, where the workload becomes compute-
bound.

As discussed in Sec. IV-A, Machine-I offers higher raw CC
PCIe bandwidth than Machine-A across all packet sizes. At
small batch sizes, the data volume transferred is too low to
utilize this bandwidth. And Machine-I falls behind Machine-
A in relatively small batch sizes (7455.4 vs. 7780.5 tokens/s
when batch size is 64). As batch size increases to 1024,
the larger transfer volume allows Machine-I to finally exploit

its bandwidth advantage, surpassing Machine-A (17351.9 vs.
15980.1 tokens/s). These findings highlight that higher raw
bandwidth alone cannot predict LLM performance under CC.

Takeaway 4: For small batch sizes, higher saturating PCle
bandwidth does not necessarily result in higher serving
throughput.

C. CUDA Graph (CG) and torch.compile (TC)

CUDA Graphs capture the entire sequence of GPU kernels
during initialization, before any inference requests are served,
and replay this sequence with a single function call [31].
CUDA Graphs optimize GPU execution by eliminating re-
peated CPU involvement in kernel launches. CUDA Graph has
two modes. Full CUDA Graph captures the entire model for-
ward pass as a single graph. Piecewise CUDA Graph splits the
capture at graph-incompatible operations (e.g., certain atten-
tion backends with dynamic shapes), creating multiple smaller
graphs that are replayed sequentially. vLLM and SGLang
employ different CUDA Graph capture strategies. VLLM uses
a hybrid approach that applies full CUDA Graph capture for
decode-only batches while falling back to piecewise capture
for prefill and mixed prefill-decode batches. SGLang uses full
CUDA Graph by default, capturing the entire model forward
pass as a single graph for all batch types.

PyTorch’s torch.compile is a just-in-time compilation
framework that traces Python-level model execution, con-
structs computation graphs through TorchDynamo, and gen-
erates fused GPU kernels using Inductor [32]. It can improve
performance through kernel fusion, which replaces many fine-
grained GPU kernels with a smaller number of larger fused
kernels. Each GPU kernel launch requires multiple CPU-GPU
interactions [33]. By reducing the number of kernel launches
through fusion, torch.compile lowers the volume of
encrypted CPU-GPU communication. In both SGLang and
vLLM, the compilation pipeline is integrated with an attention
backend such as FlashAttention [34], which supplies its own
fused kernels. As a result, the attention layer is excluded from
Inductor-generated kernels, and torch.compile optimizes
the remaining transformer components. A key challenge for
compilation is that the generated computation graph is tied
to the tensor shapes present in each iteration, which are
determined by the runtime batch size. VLLM resolves this
shape-variability challenge through a piecewise compilation
strategy that generates both dynamic and static graphs. The
first forward pass creates a symbolic dynamic graph, which
supports execution with any batch size and serves as the
fallback path. vLLM compiles static graphs for batch sizes in
the range b € [1, min(2 - max_num_seqs, 512)]. Runtime
batches that fall within this range reuse the corresponding
static graph, while all other cases use the dynamic graph.
SGLang adopts a simpler mechanism that relies on static
graphs. All required graphs are generated during initialization,
and the default compilation target is up to a batch size of 32,
which can be configured by the user. As this feature is marked
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Fig. 10: Throughput (tokens/s) and CC overhead comparison
across execution modes. Subplots evaluate vLLM ((a), (c)) and
SGLang ((b), (d)) on Machine-A and Machine-I. Each cell
reports raw throughput with the corresponding CC overhead
in parentheses. Configurations include Eager (execution with-
out CUDA Graph and torch.compile), CG-only (CUDA
Graph enabled), and CG+TC (CUDA Graph combined with
torch.compile).

experimental, future versions are expected to refine graph
selection strategies and provide broader coverage of dynamic
inference scenarios. There are multiple torch.compile
strategies, and the two frameworks use different modes. vLLM
uses piecewise compilation, which splits the model graph
at attention operations before applying Inductor optimiza-
tion to each subgraph independently. When enabled, SGLang
applies whole-model compilation with the max—autotune
mode, compiling the entire forward pass as a single unit
with aggressive kernel fusion. By default, vVLLM enables
torch.compile (piecewise), while SGLang disables it.

Fig. 10 shows the throughput for inputs and outputs of
length 128 tokens. The eager mode exhibits the lowest
throughput in both serving frameworks. Under NonCC, the
CG+TC configuration achieves the highest throughput across
both machines and both serving frameworks. Under CC
with SGLang, however, the CG-only configuration outper-
forms the CG+TC mode. In Fig. 10(b) and (d), the CG-
only mode reaches 3889.4 tokens/s on Machine-I, whereas the
CG+TC mode achieves only 3757.6 tokens/s, indicating that
the max—autotune mode of torch.compile introduces
additional overhead that becomes disproportionately costly
under CC. Furthermore, SGLang restricts its precompiled
static graphs to a specific set of batch sizes: {1, 2,4, 8,16, 32}.
Any runtime batch size that does not fall within this range,
such as 64 or 128, automatically triggers a fallback to CG-
only execution. This fallback amplifies encrypted I/O and
control-path costs under CC, resulting in high CC overhead,
reaching up to 35.95% at batch size 16 on Machine-A and
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Fig. 11: Throughput (tokens/s) of vLLM V0 model offloading
versus normal execution on Machine-A (a) and Machine-
I (b). The evaluation spans batch sizes from 512 to 4096;
percentages indicate CC overhead.

41.13% at batch size 4 on Machine-I. In contrast, vLLM
achieves the highest throughput in CG+TC mode for both
CC and NonCC settings. This efficiency stems from vLLM’s
specialized torch.compile integration, which utilizes a
custom-configured conductor rather than naively applying the
standard max—-autotune mode.

Takeaway S5 Unlike in the NonCC setting, the
max—autotune mode in SGLang does not consistently
improve performance under CC, and reliance on static
graphs can cause torch.compile to perform worse
than the CG-only mode when the runtime batch size does
not match the precompiled graphs.

D. Model Offloading

To address the physical constraints of GPU memory, partic-
ularly when deploying larger models or consolidating mul-
tiple distinct LLM workloads onto a single node, serving
frameworks provide a model offloading feature. This technique
allocates a portion of the model weights to host CPU memory
during initialization. During inference, the system dynamically
fetches these CPU-resident weights to the GPU over PCle on
an on-demand basis.

vLLM V1 relies on Unified Virtual Addressing (UVA) [35]
for model offloading, allowing GPU kernels to access CPU-
resident weights through host memory mappings and giving
the appearance of direct device access to those parameters.
However, in our system, we found that UVA is not supported in
CC mode, rendering model offloading in vLLM V1 unusable.

Therefore, we evaluated vLLM VO for both model offload-
ing and normal execution under CC and NonCC settings using
the Qwen2.5-14B model [27] with a 2 GB offloading size.
The total model size is approximately 28 GB, so about 7% of
the parameters reside in CPU memory during inference. The
input length was fixed at 128 tokens, and the output length at
1024 tokens. In the normal execution configuration, all model
weights reside in GPU memory.

Offloading introduces additional CPU-GPU data transfers,
reducing throughput in both NonCC and CC environments.
As shown in Fig. 11, the performance degradation from



model offloading is substantial under CC, with CC overhead
exceeding 150% across all evaluated batch sizes.

Takeaway 6: Under CC, UVA is not supported due to
the separation of CPU-GPU encryption domains, pre-
venting the vLLM V1 engine from executing its UVA-
based model-offloading path. Offloading model weights in
vLLM VO substantially amplifies throughput degradation,
resulting in more than 150% CC overhead.

Additionally, although offloading frees GPU memory, it
does not necessarily enable the system to support larger batch
sizes. Execution still fails beyond a batch size of 4096 because
the 2 GB offloading budget releases insufficient GPU memory
relative to the growth of KV caches and intermediate tensors.
A substantially larger offloading budget would therefore be
required for offloading to increase the maximum achievable
batch size in practice.

E. Online Serving Performance Analysis

We evaluated SGLang and vLLM in an online setting
using Llama 3B, 8B, and FP8-quantized models with fixed
128-token input and output lengths, sweeping request rates
(RR) of 4, 8, and 16 under a Poisson arrival pattern, with
corresponding batch size ranges of 4-32, 8—128, and 16-128.
In our evaluation, the E2E latency typically ranges from 0.7
s to 1.8 s. Because this averages to approximately 1 second,
the numerical values for request rate (requests per second)
and batch size (concurrent capacity) happen to be the same.
However, they are of different units: request rate defines
the arrival frequency, while batch size defines the system’s
parallelism in processing requests.

CC overhead becomes particularly pronounced when the
batch size is too small to absorb the request rate, causing
queuing delay to dominate overall execution time. Queuing
delay arises when incoming requests cannot be admitted im-
mediately due to insufficient batch capacity, directly inflating
TTFT, which includes both queuing and prefill time. In the
8B model at RR=8 with batch size 8, as shown in Fig. 12(c)
and (d), TTFT in CC reaches 182.28 s, nearly matching
the E2E latency of 183.79 s. This indicates that queuing
constitutes the E2E delay. In such scenarios, inherent queuing
delay compounds with encrypted CPU-GPU communication
costs, producing a very large CC overhead, such as the 77.93%
observed at RR=4 and batch size 4 in (c). While this overhead
stabilizes as queuing pressure subsides, CC often requires
larger batch sizes than NonCC to reach this point. For instance,
at RR=16, the 8B model’s E2E latency stabilizes when the
batch size is more than 32 in NonCC but requires the batch
size to be more than 64 in CC. Server designers must consider
batch size parameters when transitioning to CC environments
to prevent these severe latency spikes.
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Fig. 12: Online E2E Latency (s) and TTFT (s) for Llama 3B,
8B, and FP8-quantized 8B models using SGLang on Machine-
A. RR represents request rate, the arrival time for requests to
simulate the real time user experience. Bolded texts indicate
the threshold batch size at which E2E latency stabilizes for
CC and NonCC configurations, respectively.

(f) Meta-Llama-3.1-8B-FP8 - TTFT

Takeaway 7 Online serving requires a large enough batch
size in order to eliminate queuing delays that would
otherwise inflate CC overhead.

CC overhead in the online scenario is consistently higher
than in the offline setting because dynamic arrivals disrupt
batching efficiency. For the 3B model in SGLang, offline
CC overhead ranges from 26-27%, whereas Fig. 12(a) shows
that online overhead is consistently higher. Specifically, online
penalties are 1.1x to 2x larger, ranging from 28-51%. Unlike
offline inference, online serving must adapt to irregular arrival
patterns, resulting in less efficient batching and suboptimal
CPU-GPU data transfers. This leads to significantly higher
CC overhead in practice, indicating that real-world CC degra-
dation experienced by users is likely greater than what offline
benchmarks alone suggest.

Takeaway 8 CC overhead in the online scenario con-
sistently exceeds that of offline execution, ranging from
1.1x to nearly 4x larger (e.g., 15-59% online versus 12—
27% offline for the 3B model). This indicates that real-
world LLM services will experience substantially greater
CC degradation than offline benchmarks suggest.

Our evaluation of vLLM exhibits similar overall trends to
those observed for SGLang, with the primary difference being
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Fig. 13: Online latency metrics (E2E, TTFT, ITL, and TPOT)
in SGLang under Base, Chunked Prefill, and Mixed Chunk
scheduling on Machine-A and Machine-I (RR=16, batch size
128).

that SGLang incurs larger CC overhead, consistent with the
offline setting. For example, at RR=16 with an FP§ model,
vLLM shows approximately 18% CC overhead for batch sizes
above 32, while SGLang reaches 42-58% under the same
conditions, as shown in Fig. 12(e).

F. Chunked Prefill and Mixed Chunk

To quantify how scheduling decisions affect latency in
CC settings, we evaluate the Llama 3.1-8B model across
three SGLang configurations, as outlined in Section II-C.
Specifically, we compare the default scheduling in SGLang
(Base) with Chunked Prefill, where chunked prefill is enabled,
and Mixed Chunk, where both chunked prefill and the mixed-
chunk option are active. We set the input length to 8K tokens
with a chunk size of 4K while fixing the output length to 256
tokens. This configuration places substantially more work in
the prefill stage and achieves high GPU utilization.

In NonCC settings, Mixed Chunk demonstrates clear
scheduling advantages. As shown in Fig. 13(b), Mixed Chunk
reduces TTFT on Machine-A to 1161.25 s compared to
1175.99 s for Base. This efficiency translates to the lowest E2E
latency of 1196.86 s (Fig. 13(a)). However, in CC settings,
these optimizations are counterproductive. On Machine-A,
Mixed Chunk increases E2E latency to 1306.77 s, which is
higher than the 1259.44 s observed for Base. This shift is
driven by the 9.18% CC overhead incurred by Mixed Chunk,
nearly triple the 3.23% CC overhead of the Base configuration.
These results occur because Chunked Prefill and Mixed Chunk
split the prefill phase into multiple iterations, increasing the
frequency of encrypted CPU-to-GPU communication rounds.
This cumulative penalty is so severe in CC that Mixed Chunk
yields a higher TTFT than Base (e.g., 1277.80 s vs. 1238.51 s
on Machine-A).

The Mixed Chunk configuration further impacts perfor-
mance by increasing TPOT and ITL shown in Fig. 13(c)
and (d), as decode tokens must be scheduled alongside the
forward pass of concurrent 4K-token prefill chunks. This
additional computational burden amplifies per-output-token
latency. For instance, on Machine-I under CC, Mixed Chunk
reaches a TPOT of 117.5 ms, which is 36.8% higher than
the 85.9 ms recorded for Chunked Prefill. This increased per-
token latency translates into proportionally greater encrypted
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Fig. 14: E2E latency (s) and CC overhead (%) comparing KV
cache swapping and recomputation in SGLang under memory-
constrained conditions.

communication costs, further elevating the CC overhead. Our
evaluation of this asymmetric input:output token length setting
(8192:256) reveals a discrepancy between TPOT and ITL. Un-
der SGLang’s prefill-first policy, high-priority prefill requests
frequently preempt decoding. This is captured by TPOT and
p99 ITL but are masked by median ITL, which only measures
token generation gaps.

Takeaway 9 Chunked prefill increases CC overhead be-
cause splitting a prefill across iterations introduces addi-
tional encrypted communication rounds, leading to higher
end-to-end latency.

G. KV Cache Swapping

As discussed in Section II-B, the inference engine stores
key and value tensors in GPU memory, and these KV caches
grow with the number of generated tokens as the decode stage
proceeds. When GPU KV capacity becomes insufficient, the
engine must preempt some requests to free space. Preemption
can be handled either by discarding the KV cache entries and
later recomputing them or by swapping the KV cache to host
memory and restoring it when space becomes available. Swap-
ping preserves the computed state and avoids recomputation
costs but introduces additional CPU-GPU data movement.

Prior work [36] has shown that pipelining the swap process
can reduce latency in CC environments with vLLM. However,
vLLM’s current engine (V1) implements preemption solely
through recomputation and no longer supports KV cache
swapping; the number of CPU-side KV cache blocks is
initialized to zero at startup. Victims are selected using a
last-in, first-out policy, which is reasonable because recently
admitted sequences have generated fewer tokens, making their
KV caches cheaper to recompute. In contrast, the earlier vVLLM
engine (VO0) supported both recomputation and KV cache
swapping. Swapping proceeds iteratively until sufficient GPU
blocks are freed or no further sequences can be preempted.
SGLang implements KV cache swapping through a tiered
memory hierarchy, called HiCache [9], which spans GPU
memory, host memory, and storage. Upon receiving a request,
the scheduler consults the prefix-cache tree to reuse existing
KV entries and allocates new nodes for tokens that require
processing, applying a write-through policy by default that
mirrors each newly created KV block on the GPU to CPU



memory. When GPU memory becomes insufficient, SGLang
selects eviction candidates using an LRU-based policy over
the cache’s leaf nodes.

To evaluate the performance impact of KV cache swap-
ping under CC, we compared swap-based preemption with
recomputation in a memory-constrained setting. We limited
the GPU-resident KV cache to 20% of the H100 GPU’s 80 GB
capacity, which, after accounting for model weights, provided
roughly 12 GB of effective KV space, and set the CPU-
side KV budget to 16 GB to induce frequent preemptions.
SGLang’s storage tier was disabled to ensure that KV eviction
occurred strictly between the GPU and CPU, not on the disk.
As shown in Fig. 14, in the CC setting, SGLang exhibits
a substantial performance gap between the swapping and
recomputation modes when the output length exceeds 2048
tokens. The latency of swapping significantly exceeds that of
recomputation due to the high cost of data transfers, which
becomes particularly expensive under CC. For example, on
Machine-A with an output length of 4096, swapping incurs
a latency of 2714.33 s in CC, nearly 1.7x higher than the
1585.81 s observed for recomputation.

Takeaway 10 KV cache swapping incurs substantial per-
formance penalties under CC due to the high cost of
encrypted data movement, making recomputation the more
efficient strategy.

V. RELATED WORK

A few recent studies have quantified the performance
overhead introduced by confidential computing environments.
Mohan et al. [37] examine LLM inference on Intel TDX-
based CVMs with a NVIDIA H100 SXM GPU and report that
CC overhead is largely governed by the compute-to-I/O ratio
presented in [17]. They examine that decoder-style LLMs
exhibit reduced CC overhead at larger batch sizes. However,
[37] did not evaluate using LLM serving frameworks that
are deployed in practice. Our work evaluates the performance
in popular LLM serving systems, empirically characterizing
how scheduling and optimizations influence CC overhead in
vLLM and SGLang. Zhu et al. [38] reported that CC overhead
decreases as model size scales from 8B to 70B. However, their
study was limited to vVLLM in offline settings and utilized
inconsistent GPU hardware (H100 and H200) under Intel TDX
and AMD SEV-SNP. Yang et al. [39] analyze CC overheads
on H100 GPUs using microbenchmarks, CNN training, and
vLLM-based LLM evaluation. While they suggest kernel fu-
sion and quantization to improve CC throughput, their eval-
uation of kernel fusion remains limited to microbenchmarks
rather than real-world LLM serving. As in our evaluation, the
naive implementation of kernel fusion actually degrades the
performance in LLM inference.

To address CC overheads in GPU-based ML workloads,
Wang et al. [40] propose Fastrack to address confidential
computing overheads. It optimizes CPU-GPU I/O using direct
communication, parallel authentication, and pipelined decryp-
tion. However, their evaluation mainly focuses on CV models,

not LLM. Tan and Mi [41] mitigate NVIDIA CC I/O over-
head by parallelizing encryption. Their transparent runtime
intercepts CUDA calls to distribute encryption tasks across
multiple CPU processes. For vLLM with Yi-34B, this reduces
overhead from 21.4-36.4% to 10.0-16.6%. Tan et al. [36]
propose speculative pipelined encryption to hide encryption la-
tency during KV cache swapping and model offloading. Their
system, PipeLLM, reduces confidential computing throughput
overhead from up to 88.2% to less than 19.6%. The above
proposed designs change the communication protocol between
CPU and GPU, and need modification in the GPU drivers.

Although prior work has evaluated GPU CC overhead,
our study is the first to comprehensively evaluate different
hardware vendors and different LLM serving frameworks in
various optimization techniques. This broader scope enables
us to derive insights into CC overhead that have not been
demonstrated in prior work.

VI. CONCLUSION

Motivated by the critical need to secure proprietary models
and user data in untrusted clouds, this paper presents a
comprehensive empirical study of LLM serving in GPU-based
confidential computing (CC) environments. Our analysis re-
veals that higher raw PCIe bandwidth does not guarantee better
throughput, as small batch sizes fail to utilize the available
PCle capacity. We demonstrate that CC overhead is sensitive
to a framework’s memory management and scheduling strate-
gies. Specifically, SGLang’s per-iteration allocation incurs
higher CC overhead compared to VLLM’s pre-allocation ap-
proach. While torch . compile and chunked prefill improve
throughput in NonCC execution, they can degrade perfor-
mance under CC. Critically, online serving suffers significantly
higher overhead than offline execution, ranging from 1.1x—4x
larger. Finally, advanced features like chunked prefill, model
offloading, and KV-cache swapping introduce prohibitive costs
due to intensified encrypted communication. These findings
underscore the necessity for a distinct "CC-aware” approach
to system design.
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APPENDIX

A. Abstract

This artifact provides the experimental framework and
scripts necessary to reproduce the empirical study of LLM
serving in Confidential GPU environments. It includes con-
figurations for the vLLM and SGLang serving frameworks,



benchmarking scripts, and automated execution paths for eval-
uating various LLM architectures (Llama, Qwen). These arti-
facts facilitate the reproduction of the performance overheads
and trade-offs analyzed in the paper across online and offline
serving scenarios.

B. Artifact check-list (meta-information)

o Program: LLM serving frameworks (vVLLM; SGLang).

e Model: Llama 3.1-8B; Llama 3.2-3B; Llama 3.1-8B-Instruct-
FP8; Qwen2.5-14B; Qwen3-1.7B.

o Dataset: ShareGPT-V3. Input prompts are generated by trun-
cating and repeating conversations to match predefined input
and output token lengths.

« Run-time Environment:

« Hardware: Intel and AMD platforms with Confidential Com-
puting (CC) support; CC-enabled GPUs (e.g., NVIDIA H100).

« Execution: Shell scripts.

o Metrics: Throughput; Time to First Token (TTFT); End-to-
End Latency (E2E Latency); Time per Output Token (TPOT);
Inter-Token Latency (ITL).

o Output: CSV metrics, master terminal logs, and error logs.

o Approximate Disk Space Requirement: About 450 GB of
disk space is recommended. Provision approximately 450 GB
of disk space for the Guest VM image. This allows enough
capacity for large log files and CSV outputs generated during
benchmarking.

« Approximate Time Required to Prepare the Workflow:
Approximately 5 hours from initial environment configuration
to experiment readiness. Setting up the CC environment requires
configuring both OS and BIOS. In particular, when using a
Linux 5.19 kernel with an Ubuntu 22.04 host, compiling a host
kernel with IOMMU-related patches is necessary, which typi-
cally takes around 3 hours for host-side preparation. The guest
VM can be set up by installing precompiled Debian packages.
Afterward, the provided Git repository is used to create a Conda
environment and execute the experimental scripts.

« Approximate Time Required to Complete Experiments:
Each script execution requires approximately 1 to 20 hours,
depending on the configuration. Experiments involving KV
cache swapping or model offloading significantly increase 1/0
operations, which substantially extend execution time in CC
environments.

« Publicly Available: Yes.

o Code License: MIT.

C. Description

1) How to access: The script files are available at the
following GitHub repository: https://github.com/bearhw/Co
nfidential-GPU-LLM-Serving-Performance-Profiling. For
archival purposes, the artifact is also preserved on Zenodo at
https://zenodo.org/records/18838678.

2) Hardware dependencies: The hardware configuration
requires an NVIDIA H100 PCle GPU with Confidential Com-
puting mode enabled paired with either an AMD SEV-SNP
system or an Intel TDX system.

3) Software dependencies: The software stack requires a
host environment running Ubuntu 22.04.5 LTS or later, uti-
lizing a custom-compiled Linux kernel (e.g., v5.19 or v6.14)
integrated with essential IOMMU-related patches. Virtualiza-
tion is managed via QEMU (version 6.1.50 for AMD or
9.2.1 for Intel), which must be explicitly configured to enable
SEV-SNP or TDX confidential computing modes. To establish

the secure CPU-GPU encryption domain, NVIDIA Driver
version 535 or later is mandatory. Dependency management
and the runtime environment are handled through Anaconda
or Miniconda. Furthermore, as the evaluation involves gated
models, including the Llama and Qwen series, users must
obtain official access permissions from Hugging Face and
provide a valid authentication token to acquire weights.

4) Data sets: ShareGPT-V3. Input prompts are generated
by truncating and repeating conversations to match fixed token
lengths, such as 128 or 8K tokens.

5) Models: The artifact evaluates several model families:
Llama 3.1 (8B), Llama 3.2 (3B), Qwen 2.5/3, and quantized
FP8 versions to assess hardware efficiency.

D. Installation

a) Confidential Computing (CC) Setup: The CC envi-
ronment must be configured prior to running the experiments.
We follow the NVIDIA Confidential Computing Deployment
Guide'. After the host environment is prepared, the guest VM
can be configured using precompiled packages as described in
the deployment guide.

b) Repository Setup and Execution: Extract the zip from
Zenodo or clone the Github repo to your machine. Then follow
the instructions listed in the README.md file.

E. Experiment workflow

1) Set up Confidential VM (CVM): Follow the official
NVIDIA Confidential Computing Deployment Guide to
configure the host BIOS, custom Linux kernel, CC-
enabled GPU drivers, and the virtualization stack (QE-
MU/KVM).

2) Clone the Repository: Clone the provided Git reposi-
tory to the local machine.

3) Create the Conda Environment: Create the Conda
environment using the supplied environment.yml
file to ensure an isolated and reproducible setup.

4) Install Additional Dependencies: Install any required
Python packages specified for the LLM serving frame-
works.

5) Navigate to the Scripts Directory: Change to the
scripts/ directory, which contains the experimental
automation framework.

6) Run the Desired Experiment Script: Execute the shell
script (e.g., ./scripts/offline_figure_5
to7/sglang_offline.sh). The script launches
the server, performs benchmarking, and terminates the
process upon completion.

7) Collect Results: Retrieve the generated CSV files and
logs, which contain aggregated performance metrics and
execution traces.

For more details, see the README.md file

F. Evaluation and expected results

The execution generates CSV files containing raw perfor-
mance data and log files capturing the full execution trace.

Thttps://docs.nvidia.com/cc-deployment- guide-snp.pdf
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